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Introduction

In his famous thought experiment in the early 2000s, Nick Bostrom
imagined a future in which a misalignhed Al, tasked only with maximising
paperclip production, ultimately paves over the Earth in pursuit of its
objective. In an unexpected twist, it is now humans who are rapidly building
Al infrastructure to support ever larger language models in the hope of
winning the race to artificial general intelligence (AG).

This capital and resource-intensive pursuit is beyond the reach of all but a small number of
leading Al labs. At the same time, enterprises are placing greater emphasis on small language
models (SLMs), which require substantially less compute for training and inference and can
be deployed on enterprise infrastructure, edge devices, and other resource-constrained
environments.

Over the past three years, the Al industry has been defined by a race towards ever larger
foundation models. Each successive generation has required greater investment in data
centres, GPUs, power, and networking, with the largest frontier systems demanding
infrastructure expenditure measured in billions of dollars. This trajectory has concentrated
frontier model development within a handful of organisations able to sustain such investment,
reinforcing the perception that bigger models are inherently more capable.

Frontier models will continue to play an important role, particularly for
tasks requiring broad reasoning and general-purpose flexibility. Many
enterprise applications, however, do not require frontier-scale capability.

Instead, they benefit from models optimised for specific tasks, providing a more efficient
balance of performance, cost, privacy, and latency. Rather than replacing large language
models (LLMs), SLMs complement them by enabling lower inference costs, faster response
times, simpler fine-tuning, stronger data governance, and deployment in edge, on-premises,
or offline environments. As enterprise Al matures, organisations are adopting portfolio
approaches, selecting the most appropriate model for each workload rather than defaulting to
the largest available model.
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Understanding Small
Language Models

Small language models are typically defined in contrast to LLMs, which may contain
hundreds of billions or even trillions of parameters and require hyperscale compute
infrastructure for training and inference.

While there is no universally accepted definition of an SLM, the term generally refers to models with
significantly fewer parameters — often below approximately 10—-20 billion — as well as lower memory,
compute, and power requirements.

However, small refers not only to parameter count but also to deployability. Many SLMs are designed
to run efficiently on enterprise infrastructure, edge systems, consumer hardware, or directly on devices,
where frontier-scale models may be impractical, unnecessary, or cost-prohibitive.

Advances in model optimisation, training techniques, and knowledge retrieval have enabled smaller
models to deliver performance that would previously have required substantially larger models. These
approaches reduce computational requirements, improve efficiency, and allow models to access
external knowledge without relying solely on information stored within their parameters.

Broadly, these techniques fall into three categories.

1 MODEL OPTIMISATION

Reduces model size and computational requirements

Pruning

Removes less important or redundant parameters from a neural network while preserving overall
performance. By eliminating unnecessary connections, pruning lowers memory usage, compute
requirements, and energy consumption. Models are typically fine-tuned afterwards to recover any loss
in accuracy.

Quantisation

Lowers the numerical precision used to store and process model data. For example, values
represented using 16-bit floating-point precision may be converted to 8-bit integer formats, reducing
memory consumption and computational overhead while maintaining much of the model’s original
capability.

Low-Rank Factorisation

Reduces model complexity by decomposing large weight matrices into smaller mathematical
approximations. Instead of storing and processing one large matrix, the model represents it through
a set of smaller matrices that require fewer calculations and parameters. This reduces memory and
computational requirements while preserving the model’s underlying behaviour and performance.
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KNOWLEDGE TRANSFER
Enables smaller models to inherit capabilities from larger models or higher-
quality training data

2.

Knowledge Distillation

Trains a smaller model using the outputs and behavioural patterns of a larger model. Rather than
learning solely from raw datasets, the smaller model learns to mimic how the larger model responds,
reasons, and interprets information. This enables smaller models to inherit many of the capabilities
of frontier-scale systems while requiring significantly fewer parameters, compute resources, and
infrastructure.

Synthetic Data

Uses Al-generated datasets in place of large-scale internet scraping to improve model performance
and efficiency. These datasets may include reasoning traces, instruction-response pairs, and domain-
specific scenarios generated by more advanced models. This enables smaller models to learn from
cleaner, more targeted training data while reducing data and compute requirements.

KNOWLEDGE AUGMENTATION

Allows models to retrieve information from external sources during
inference

3.

Retrieval-Augmented Generation (RAG)

Connects Al models to external knowledge sources at inference time rather than relying solely on
information stored within model parameters. Enterprise documents, databases, policies, and other
knowledge repositories can therefore be accessed dynamically, improving response quality while
reducing the need for extremely large parameter counts.
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Why Enterprises are Turning
to Small Language Models

Interest in small language models is not driven by a single factor but by the convergence
of several practical pressures on enterprise Al strategy.

Cost, infrastructure availability, regulatory obligations, and the operational realities of deploying Al at
the edge are together prompting organisations to reconsider whether frontier-scale models are the
right tool for every task.

Cost Efficiency

Frontier Al models require significant investment in GPUs, power, networking, and data centre
infrastructure, with training costs reaching hundreds of millions of dollars in some cases. At the same
time, smaller models have improved through distillation, synthetic data, and architectural optimisation,
enabling models with far fewer parameters to achieve strong performance across many enterprise
tasks. For many organisations, this changes the economic trade-off, making right-sized models a more
cost-effective option due to their lower inference and deployment costs.

Additionally, models deployed on user devices can use on-device processing, eliminating ongoing
inference costs. This can reduce operating costs and is particularly relevant for startups testing new
applications.

Specialised SLMs could pote 0% of LLM
calls in three selected open-source agents.

Source: NVIDIA, 2025

THE RISING COST OF INFERENCE

Frontier Al models require large investments in GPUs, networking, data centre infrastructure, and
power. Initiatives such as OpenAl’s Stargate program, Meta’s expanded Al infrastructure investments,
and xAl's Colossus supercomputer illustrate the scale of infrastructure needed to develop frontier
models. As model capability increases, so do the compute resources required for training.

For enterprises, however, the larger operational consideration is often inference rather than training.
Training is a one-time cost for model development, whereas inference incurs ongoing costs each
time a model processes a request. As Al becomes embedded across customer service, business
operations, software development, and other enterprise workflows, inference costs accumulate over
time and become an important component of the total cost of ownership.



https://research.nvidia.com/labs/lpr/slm-agents/

Pricing models are evolving to reflect this. While enterprise software has traditionally relied on
predictable per-user subscriptions, many Al services are introducing consumption-based pricing tied
to model selection and usage. GitHub, for example, replaced flat premium request allowances with

Al Credits in 2026, with credit consumption varying according to the model used and the compute
required. OpenAl and Anthropic similarly price their APIs based on model capability and token usage.

These approaches align pricing more closely with underlying compute consumption.

For enterprises, this reinforces the importance of selecting models according to workload
requirements rather than using the largest available model for every task. Similar to earlier approaches
to infrastructure planning, organisations are increasingly matching model size and capability to the
performance, cost, and operational requirements of each use case.

Infrastructure Limitations

Frontier-scale Al models require substantial compute infrastructure, including advanced GPUs,
high-density data centres, networking capacity, and significant power and cooling resources. These
requirements create practical constraints beyond cost, particularly as Al demand is growing faster
than infrastructure capacity in many Asia Pacific markets. Chip supply constraints, export restrictions,
and power limitations on data centre expansion are also increasing interest in more efficient and
deployable Al architectures. Smaller models can operate across a broader range of enterprise, edge,
and regional infrastructure, reducing dependence on hyperscale Al compute.

54% of organisations in A
limitations as the biggest barrier tc nent, making it the
most commonly cited challenge.

21% say they have the compute and infrastructure capabilities
needed to support Al growth.

Source: Ecosystm, 2026

Specialisation & Fine-Tuning

Many enterprise Al tasks are narrow and repetitive and do not require broad general intelligence.
Smaller models are easier and less expensive to fine-tune for specific industries, languages, or
enterprise datasets. In some cases, a specialised smaller model may outperform a larger general-
purpose model within a defined operational domain, particularly where organisations prioritise
efficiency, local context, or deployment flexibility over frontier-scale capability.
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Al Sovereignty

Only a few countries and hyperscalers have the compute infrastructure, capital, and energy resources
required to develop frontier-scale Al models. At the same time, governments and enterprises want
sovereign Al capabilities for resilience, national security, regulatory control, and cultural or linguistic
representation. Across Asia Pacific, countries including Singapore, South Korea, Indonesia, Thailand
and Australia are investing in locally developed model families to support these objectives. Smaller
models support local inference and controlled deployment environments, reducing data exposure for
sensitive workloads.

Al at the Edge

Al deployment is moving beyond centralised cloud environments into devices, networks, vehicles, and
industrial environments. Many edge Al use cases require low latency, local inference, or operation in
bandwidth-constrained or intermittently connected environments. Smaller models are better suited

to constrained hardware and enable Al deployment closer to users and operations while reducing
dependence on hyperscale infrastructure.

Privacy and Compliance

Al regulation is focusing on data governance, accountability, and the handling of sensitive information.
Many organisations remain cautious about exposing internal data to external Al platforms, particularly
in regulated industries or environments involving customer, financial, healthcare, or operational data.
Smaller models support local inference and more controlled deployment environments, helping
organisations reduce data exposure while improving governance, auditability, and operational control.
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CHINA’'S GROWING PROMINENCE IN SMALL MODELS

China is one of a small number of countries with the talent, capital, and data resources to develop
frontier-scale Al. While the United States remains the leader in frontier model development, China
has emerged as another major centre of Al innovation. Its ecosystem places particular emphasis
on efficient, deployable, and open-weight models alongside continued investment in frontier-scale
capabilities.

This focus has been shaped in part by export controls on advanced semiconductors, uneven GPU
availability, and national Al sovereignty objectives. These constraints have accelerated investment
in inference efficiency, model distillation, quantisation, and architectures designed for practical
deployment. As a result, efficiency has become an important area of Al research and commercial
development.

China’s progress is particularly evident in open-weight models. Alibaba’s Qwen family, DeepSeek, and
Zhipu’s GLM models are among the leading open-weight model families available today. Released
across multiple parameter sizes, they allow organisations to select models that match different
infrastructure, performance, and workload requirements. For enterprises, open-weight models also
provide greater flexibility to self-host models, fine-tune them using proprietary data, address data
residency and privacy requirements, maintain governance over model behaviour, and manage
inference costs without relying on a single API provider.

Chinese organisations have also embedded Al across manufacturing, logistics, ecommerce, financial
services, smartphones, robotics, and enterprise software, reflecting a strong focus on operational
deployment alongside model development. This activity extends beyond specialist Al laboratories to
include internet platforms, cloud providers, device manufacturers, telecommunications companies,
and automotive firms, creating close links between Al research, hardware, software, and commercial
deployment.
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Enterprise Applications of
Small Language Models

End-User Fraud Detection

In response to the massive uptick in voice phishing, known as vishing, the Korean bank, KB Kookmin,
is working with LG Uplus to detect fraudulent calls as they unfold. LG Uplus has deployed an SLM on

its handsets that identifies synthetic voices and listens for suspicious scam-like conversations. The
model runs directly on the handset to ensure privacy, reduce latency, and minimise inference costs. If
suspicious conversations are detected, the app can alert KB Kookmin, allowing it to step up account
protection and warn the account holder.

Manufacturing Copilot for Shopfloor Operations

Bega Group is working with researchers from IAIRO to deploy a manufacturing copilot at its production
facility in Australia. SmartPilot uses a compact, multi-agent architecture that combines LSTM models for
production forecasting, DistilBERT for document understanding, and Llama-2-7B with RAG to provide

manufacturing guidance and operator support. These models are augmented by manufacturing
knowledge graphs, process ontologies, and human expertise to support forecasting, anomaly
detection, and operator assistance. Rather than relying on a single large general-purpose model, the
pilot combines multiple specialised models, each optimised for a specific manufacturing task.

Offline Operational Reporting

Japan Airlines fine-tuned Microsoft’s Phi-4 SLM on historical crew reports, enabling it to learn

JAL-specific terminology and reporting conventions to generate inflight handover documentation,
produced approximately 1,000 times each month across 30,000 flights. Unreliable inflight connectivity
made offline inference essential, and Phi-4’s compact footprint suited deployment on crew tablets.
Aviation terminology and reporting conventions change relatively slowly, allowing the model to be
fine-tuned without frequent retraining. The narrow, well-defined task relied on proprietary
organisational language, helping reduce report preparation time and the need for revisions.

Sensitive Data Analysis
India’s National Health Authority deployed Google’s Gemma 4 alongside Google’s Medical Data

Toolkit within Aarogya Setu 2.0 to process patients’ personal health records, initially focusing on
laboratory reports and observations from text and scanned documents. Gemma 4 identifies record
types and extracts clinical information, including test names, methods, and results, before the toolkit
maps the data into FHIR format for interoperability across hospitals. Within this governed healthcare
workflow, the model performs a specialised information extraction task as one component of a broader,
structured system.
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The Small Language
Model Ecosystem

The market now spans both established technology companies and newer, specialised Al
developers, each contributing distinct model families shaped by different design priorities
and target use cases.

Most leading SLM families are released as open-weight models, allowing organisations to download,
fine-tune, and deploy them on their own infrastructure. This matters for enterprises pursuing Al
sovereignty, data privacy, cost control, and edge deployment, though open-weight availability is not
synonymous with full open-source licensing. Few organisations build foundation models from scratch;
instead, most adapt existing model families through fine-tuning, retrieval-augmented generation,

and other customisation techniques. The profiles highlight representative SLM families and their
distinguishing characteristics.

PP Microsoft Phi. Microsoft’s family of small language models spans compact and mid-sized variants
suited to on-device and resource-constrained deployment. The family prioritises carefully curated
training data over model scale, delivering strong reasoning performance in compact models.

P Google Gemma. Google’s open-weight model family is built on research underlying its proprietary
Gemini models. It is distinguished by strong multimodal capabilities and an expanding ecosystem
of specialised variants, including CodeGemma for software development and MedGemma for
healthcare applications.

PV Meta Llama. Meta’s model family ranges from compact variants to large server-scale models.
Meta has used open-weight Llama releases to expand its presence in enterprise Al, encouraging
widespread fine-tuning across the research and enterprise communities.

PV Alibaba Qwen. Alibaba Cloud’s model family spans compact to very large architectures. It has
gained recognition for strong multilingual, coding, and mathematics capabilities, supported by a

rapid release cadence and a growing ecosystem of specialised model variants.

JV Mistral/Ministral. Developed by Europe’s leading Al lab, Mistral’s model family is differentiated by
efficient enterprise deployment, self-hosting, and Al sovereignty, with compact Ministral variants
designed for low-latency production workloads.

pV IBM Granite. IBM’'s model family includes compact variants designed for enterprise tasks such as
document processing, retrieval, and tool use. Its focus is on governance, disclosed training data,
and safety, making it particularly suited to regulated industries.

JP DeepSeek Distill. DeepSeek-R1 Distill models are created by fine-tuning existing open-

weight models on reasoning output generated by DeepSeek’s larger R1 model. The result is
compact models that deliver advanced reasoning capabilities with substantially lower compute
requirements.
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REGIONAL MODELS

Alongside major global model families, several Asia Pacific countries have developed their own Al

models, reflecting priorities including local language support, cultural and regional understanding,
national regulatory contexts, Al sovereignty, and public-sector applications. Many of these families
include compact models alongside larger variants, allowing organisations to select capability

appropriate to the task.

MODEL
FAMILY

SEA-LION

EXAONE

Sahabat-Al

Typhoon

Ginan

COUNTRY

v
23

Singapore

e

South Korea

Indonesia

Thailand

=
IS +
*

Australia

PRIMARY
PURPOSE

Southeast
Asian
languages

Korean-English
enterprise Al

Indonesian
and regional
languages

DESCRIPTION

Includes compact language models
alongside larger variants. Developed
by Al Singapore as an open
multilingual model family for Southeast
Asian languages, cultural context and
regional enterprise, government and
research applications.

Includes compact language models
alongside larger variants. Developed
by LG Al Research as a multilingual
model family for Korean-English
reasoning, enterprise Al and industrial
applications.

Includes compact language models
alongside larger variants. Regional
multilingual model family developed
by Golo, Indosat and partners to
support Bahasa Indonesia and other
local languages across enterprise and
public-sector Al applications.

Thai language
Al

Includes compact language models
alongside larger variants. Open Thai
language model family developed

for Thai language understanding,
reasoning and enterprise applications.

Australian
sovereign Al

Includes compact language models.
Proof-of-concept model developed
by Sovereign Australia Al by adapting
Meta’s Llama models using Australian
legal, cultural and web data to better
reflect Australian language, context
and sovereign Al requirements.
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Essential Guidance for Adopting
Small Language Models

For enterprise technology leaders, selecting the right Al model is becoming as important
as selecting the right cloud, infrastructure, or application architecture.

The following recommendations can help organisations deploy small language models where they

deliver the greatest operational and economic value.

*

)
<)

:c;:-

L

B

Build a portfolio of Al models

Organisations should match model capability to task complexity and avoid
standardising on a single model across the enterprise. Model routing, reserving
frontier reasoning for tasks that genuinely require it while directing narrower workloads
to smaller models, allows cost, latency, privacy and performance to be optimised
independently for each use case.

Prioritise adapting existing models over building new ones

Few organisations have the infrastructure or justification to train foundation models
from scratch. Established open-weight families can be adapted through fine-tuning and
retrieval-augmented generation to incorporate proprietary knowledge and terminology.

Design Al for its deployment environment

Deployment architecture should follow operational requirements. Latency-sensitive,
bandwidth-constrained or offline use cases may call for on-premises, edge or on-device
inference instead. Resilience, connectivity and data exposure should be assessed
alongside model capability when determining where inference actually takes place.

Make governance and sovereignty part of model selection

Data sensitivity, regulatory obligations and requirements for operational control should
factor into model selection alongside technical performance. Governance, auditability
and security are core selection criteria for regulated workloads, not downstream
compliance concerns. This is particularly relevant where models process financial,
health or customer data.

Optimise for sustainable inference economics

Inference is a recurring operational cost that compounds as Al adoption scales, unlike
the one-off cost of training. Models should be selected on total cost of ownership
rather than benchmark performance alone, with ongoing monitoring of utilisation and
efficiency as usage grows across the organisation.
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